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Abstract

In this paper, we present the design and implementation of Ovid, a browser for

Grid-related information. The key goal of Ovid is to support the seamlessnavigation of

usersin the Grid information space.Key aspects of Ovid are: (i) A set of navigational

primitiv es, which are designedto cope with problems such as network disorientation

and information overloading; (ii) A small set of Ovid views, which present the end-user

with high-level, visual abstractions of Grid information; theseabstractions correspond

to simple models that capture essential aspects of a Grid infrastructure. (iii) Support

for embedding and implementing hyperlinks that connect related entities represented

within di�eren t information views; (iv) A plug-in mechanism,which enablesthe seamless

integration with Ovid of third-part y software that retrieves and displays data from

various Grid information sources, and (v) a modular software design, which allows

the easy integration of di�eren t visualization algorithms that support the graphical

representation of large amounts of Grid-related information in the context of Ovid's

views.

1 In tro duction

The Grid is emergingas a wide-scale,service-oriented federation of distributed computing

infrastructures, promising to support resourcesharing and coordinated problem solving in

dynamic, multi-institutional, Virtual Organisations(VOs) [4, 5]. In this dynamic, geograph-

ically dispersed,federatedinfrastructure, several middleware components collect, store, and

publish con�gur ation and state information , representing the structure of VOs, the charac-



teristics, the availabilit y, and the status of Grid resources,the state of Grid jobs submitted

for execution, and the policies that govern Grid resource management. Typically, this

information is collected, maintained, and published by Grid information and monitoring

services[12], which provide support for the proper operation of other Grid modules.

This vast and unstructured collection of information items constitutes a large, complex,

and fragmented spaceof dynamic information, the Grid information space. Easy accessand

navigation to this spacecan be invaluable for Grid end-users,application developers, and

administrators, as it can help them gain a better understanding of the Grid's con�guration,

operation, and state. Such an understanding will provide useful insights into the behavior

and the properties of the Grid, which are otherwise hidden due to the virtualization im-

posedby its design. Nevertheless,end-userswho wish to accessGrid-related information,

have to employ a variety of \sp ecial-purpose," software clients, usually tailored to some

speci�c type of con�guration and state information and/or a particular Grid middleware

(Globus, UNICORE, etc). Consequently, an end-userwishing to navigate through the Grid

information spaceis confronted with a large, complex, and fragmented view. Moreover, he

has to employ and becomeacquainted with a variety of customized user-interfaces,which

implement di�eren t interaction paradigmsand display information mostly in \ra w" formats

(listings or tabular forms). Recent research e�orts introducedGrid-enabled portal solutions

in order to enhanceuniversal accessto Grid information [11]. The actual information dis-

played through Grid portals, however, remainscomplexand fragmented; it is still presented

in structure and forms that contribute further to the problems of information overloading

and disorientation. Consequently, the navigation through the Grid information spacere-

mains a daunting experiencefor the averageuser, and a major obstacleto the Grid's wider

adoption.

In this paper, we present the design and implementation of Ovid, a browser for Grid-

related information. The key goal of Ovid is to support the seamlessnavigation of usersin

the Grid information space. Key aspects of Ovid are: (i) A set of navigational primitives,

which are designedto cope with problems such as network disorientation and information

overloading [10]; theseprimitiv esare commonto most Web browsersand are madeavailable

through the graphical user interface of Ovid; (ii) A small set of views, which present the

end-userwith high-level, visual abstractions of Grid information ; theseabstractions corre-
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spond to simple models that capture essential aspectsof Grid infrastructures. (iii) Support

for embedding and implementing hyperlinks that connect related entities represented within

di�eren t information views; (iv) A plug-in mechanism, which enablesthe seamlessintegra-

tion with Ovid of third-part y software that retrieves and displays data from various Grid

information sources,and (v) a modular software design, which allows the easyintegration of

di�eren t visualization algorithms that support the graphical representation of large amounts

of Grid-related information in the context of Ovid's views.

The combination of Ovid's high-level views with the embedded hyperlinks and plug-

in mechanism, hides the complexity of protocols and systems that are used to retrieve

Grid-related information from the end-user. Furthermore, the navigational functionalit y

supported by the GUI of Ovid enablesusers to maintain a view of the Grid as a uni�ed

information space,where it is relatively easy to locate useful information through simple

navigation and search mechanisms.

The remaining of this paper is organized as follows: Section 2 provides a presentation

of the functionalit y currently supported by Ovid. Section3 describesthe software designof

Ovid. Sections4 and 5 discussin more detail how Ovid supports navigation and plug-ins.

We concludein Section 7.

2 Ovid's Functionalit y

Ovid is invoked as a standalone client program on a Grid-user's workstation. Ovid's user

interface is similar to that of known Web browsersand consistsof a navigation toolbar, an

input bar for inserting information through the keyboard, and a main display panel, which

is usedto display di�eren t views of Grid-related information.

Ovid provides several options to facilitate end-usernavigation through the Grid infor-

mation space. The user can type the domain name of a machine that hosts the central

Information Servicesof a VO at the input bar of Ovid. This results to the VO-Sites view

being displayed at the main display panel of Ovid (seeFigure 1). The VO-Sitesview repre-

sents all the sites(clusters) that belongto the selectedVirtual Organization; in Figure 1 we

display sites participating to the VO of the CrossGrid testbed [1, 9]. This representation

displays each site as a star-shaped collection of resources,with the Computing Element

(Gatekeeper in Globus' terminology) located at the center of the star, connecting together
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Figure 1: Ovid's �rst screen:VO-Sites view.

Figure 2: Expanded-Siteview.

its associated Worker Nodes and Storage Elements. Di�eren t colors are used to represent

the state of sites and resources(accessible,free, busy).

In essence,the VO-Sites view is a navigation index to the information spaceof the

selectedVO. For instance,when the user clicks at the center of a chosensite, Ovid displays

that site's visual representation expandedin a new panel (seeFigure 2). Furthermore, Ovid

implements a \mouse-over" functionalit y on top of this expandedview: when a user rolls

his mouse over the visual representation of some resource, a tool tip appears providing

textual information about the actual resource(its name, its local resourcemanager, etc).

The user can also click upon the visual representation of the resourcein order to retrieve

and display more information about it. Finally, the user can pressthe Refresh button to

retrieve and display up-to-date information regarding the displayed resource,and the Back

and Next buttons to move back and forth in his navigation history. The user can move
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directly to a previous navigation step by pressing the History button in order to open a

window displaying a list with previousnavigation steps,and then by clicking on a particular

history item. Ovid provides also a bookmark functionalit y, which allows a user to click on

the Bookmarksbutton and get a small graphical-dialog window that allows him to store the

current Grid view as a bookmark or to reactivate a stored Grid view.

Ovid enablesusersto perform search operations to locate resourceswith keyword-based

searches, instead of selecting them with the mouse: by pressingOvid's Search button and

giving a keyword, a user gets a list of all the available resourceswhose domain names

match the given keyword. Selecting an item from this list results to the corresponding

resource'sdisplay in Ovid's main panel. Userscan also print any information displayed on

the browser's panel, simply by pressingthe \Prin t" button.

Last, but not least, Ovid provides a Plug-in Manager, which allows usersto install and

invoke external plug-ins from inside Ovid. Typically, external plug-ins are components that

retrieve and display information from Grid information sources(e.g., monitoring systems)

attached to Grid resources. End-userscan use Ovid's plug-in mechanism to discover and

activate supported plug-ins, in order to dynamically extend the information that can be

displayed through Ovid. To this end, a user can right-click on a resourcerepresentation to

get a pop-up menu that displays all information sourcesattached to that resource,and to

invoke the corresponding plug-in for retrieving and displaying monitoring information.

3 Ovid's Soft ware Design

3.1 Mo del-View-Con troller

Ovid's designis basedon the Model-View-Controller (MV C) interface designparadigm [8].

This paradigm divides the functionalit y of an object-oriented application into three cat-

egories: the Model, the View and the Controller. The Model category contains the data

sourcein which all data manipulation and processingoperations take place. The View cat-

egory contains all the \views" derived by the corresponding model. Typically, theseviews

are visual or textual representations of manipulated data. The Controller category handles

user interaction with the software and transforms userrequestinto messages,which are sent

to the Model in order to produce the desiredview with the requestedinformation.
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The implementation of Ovid adopts a variation of MVC, which mergesthe View and

Controller categoriesinto an entit y namedDelegate. This variation is called Model-Delegate

architecture [6] and is followed by the Java Swing GUI components that we employed to

implement Ovid's user interface. The needfor the Model-Delegatearchitecture ariseswhen

the View and Controller modules of a component needto be tightly coupled; for example,

when it is very di�cult to write a generic Controller that is not aware of its associated

View. For that reason, Sun collapsed the two entities (View & Controller) into a single

user interface (UI) object that contains GUI functionalit y belonging to the View category,

and GUI-handling functionalit y belonging to the Controller category [6]. The use of the

Model-Delegatearchitecture in Ovid is very important becauseit enhancesthe modularit y

and extensibility of its designand implementation.

The Model-Delegatedesignfacilitates the implementation of Ovid's plug-in mechanism.

Whenever the user selectsto execute a plug-in, the corresponding Model-Delegateentit y

gets activated and the information displayed in the main display panel of Ovid changes;

alternatively, Ovid can spawn a secondarydisplay panel controlled by the newly activated

\Delegate" entit y. Whenever the user interacts with Ovid through his mouseor keyboard,

the browser detects the context of his interaction and directs his interaction instructions

and parameters to the proper Model.

3.2 Design Overview

The software designof Ovid is presented in Figure 3. The systemconsistsof a User In ter-

face module, which managesthe genericinteraction functionalit y provided by Ovid through

its navigation and input toolbars. Navigation operations are handled by the Na vigation

Manager and can be invoked when the user pressesthe \Back," \Next," and \Refresh"

buttons, or types in the \Search" input bar and hits return. Whenever any of these nav-

igation primitiv es is activated, the Navigation Manager invokes other internal modules in

order to have them properly update Ovid's state and display.

The main display panel of the browser is controlled by Model-Delegatemodules, which

create and managethe di�eren t supported views. Currently, two default Model-Delegate

entities are incorporated in Ovid's implementation: the VO-Sitesand the Network Topology

modules. Additional modules can be invoked dynamically through the plug-in mechanism
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Figure 3: Ovid's designdiagram.

described later.

In the V O-Sites module, the GIS client sub-module operates as Model, whereasthe

VO-Sites View Handler operates as Delegate. The GIS client queries the central Grid

Information Serviceof a selectedVirtual Organization to retrieve information regarding the

sitesof that VO and their properties (namesof Computing and StorageElements, numbers

and namesof constituent Worker Nodes,status information, etc). This information is stored

in the SharedData Structures of Ovid, and usedby the VO-SitesView Handler for creating

the VO-Sites visual representation, which is displayed on Ovid's main display panel (see

Figure 1). Besidesvisualizing the VO structure, the VO-Sites View Handler takes control

of the interactions that the end-user has with the VO-Sites view. In order to overcome

problemsthat arise from network disconnections,the data retrieved from the GIS client are

kept in the cache of Ovid.

The Net work Topology module consists of the Topology Resolver Model and the

Topology View Handler Delegate. The Topology Resolver discovers the underlying network

topology of a selected Virtual Organization. To this end, it uses the Grid to execute

recursive, distributed, pairwise traceroutesbetweenall sites that belongto the selectedVO.

Alternativ ely, it can retrieve this information from a monitoring tool such as TopoMon [3].

The collected traceroute information is stored in a traceroute log �le kept in Ovid's cache.

This �le is usedby the Grid Topology View Handler, which implements a graph-visualization

algorithm to display the VO-Topology view (seeFigure 4, and handlesthe user interaction
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Figure 4: VO-Topology view.

with that particular view.

Other Model-Delegatemodulescanbeaddeddynamically to Ovid asplug-ins. Plug-ins

are supported by the Ovid architecture in order to facilitate the extensionof the browser's

functionalit y with new features, new views, and new types of information. In a plug-in

module, the Model entit y acts as a software client to some Grid monitoring system or

information service,whereasthe Delegateentit y provides a visual representation of the in-

formation retrieved from the Model and supports end-userinteraction. Notably, oneModel

can be associated with multiple Delegatesto provide for alternative visual representations

and interaction paradigms with the sameinformation source.

The Shared Data Structures of Ovid are used to organize and store information

re
ecting the hierarchical structure of a Virtual Organization (seeFigure 5). Information

maintained in the Shared Data Structures represents the sites that comprise a VO, the

resourcesthat belongto a site, the monitoring servicessupported by a speci�c resource,the

network topology of a VO, etc. The modules of Ovid make useof thesedata structures for

supporting virtual-na vigation in the heterogeneousGrid information space.

The virtual \lo cation" of a user in his navigation acrossthe Grid information spaceis

de�ned by attributes such as: the Virtual Organization, the Site, and/or the Grid resource

that the userhasrecently selected,and the Model-Delegateentit y that is active and manages

his interaction with the browser. Theseattributes are maintained inside a Con text object,

which represents the active context of the user in his navigation acrossthe Grid information

space. Ovid usesthe Context for the proper management of user input (mouseclicks and

keyboard input). The Con text Manager exports accessorand mutator methods, which
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Figure 5: A model of a Grid infrastructure.

are usedto retrieve and update the active Context object. Whenever a useraction activates

a Delegatemodule, the Delegate'scode has to invoke Context Manager methods in order

to update the Context with information re
ecting the new state of Ovid.

Changesin the Context are monitored by the History Engine of Ovid, which stores

Context objects to the hard disk in order to maintain a log of successive Contexts. The His-

tory Engine usesthis log to support the history-dependent navigation mechanismsprovided

with buttons, such as \Back" and \Next."

Last, but not least, the Plug-in Manager provides support for plug-in installation,

removal, and modi�cation. Whenever a plug-in is installed, the Managerrecordsinto Ovid's

SharedData Structures con�guration information representing the nameof the plug-in, the

protocol it usesto retrieve data from its associated Grid information service,and the types

of resourcesthat support interaction with that plug-in.

4 Navigation Supp ort

4.1 Navigation primitiv es

As mentioned earlier, Ovid supports a set of genericnavigation primitiv escommonly found

in most Web browsers. Theseprimitiv esare chosenin order to help usersbuild and main-

tain a mental model of their virtual navigation path in the Grid information space,thus

facilitating the location of useful information and the avoidance of network disorientation

problems [10]. Accessto Ovid's navigation primitiv es is given via \Back," \Next," \Re-

fresh," \Stop," \History" and \Bo okmarks" buttons, and the input bar where the user can

type-in or paste plain text. All these user-interface entities are placed at the navigation
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Figure 6: Search results dialog.

toolbar of Ovid.

When the \Back" or \Next" primitiv es are invoked, the Navigation Manager of Ovid

exchangesmessageswith the History engineto gain accessto Ovid's history �le and retrieve

information pointing to the Context that should be restored. Subsequently, the Navigation

Manager sendsa messageto the Context's corresponding Model, in order to update the

active display panel of Ovid with the visualization information of the restored Context.

When the \Refresh" primitiv e is invoked, the Navigation Manager readsOvid's active state

from the Context Manager, asks the active Model to retrieve fresh data from its associ-

ated Grid information source,and invokes the active Delegatemodule to redraw its visual

representation of the retrieved data.

The \Search" primitiv e is invoked whenever a user types a search string at the input

bar of Ovid. In such a case,the Navigation Manager retrievesa list of entities that can be

matched against that particular string. To this end, it readsthe list of Virtual Organizations

that are stored in Ovid's con�guration �le. Then, it queries the central Grid Information

Serviceof each VO in order to retrieve the domain namesof its associated resources.Finally,

it comparesiterativ ely the given search-string against all retrieved entities. Whenever the

comparisonreturns a \true" 
ag, the matching resourceis inserted into a list that maintains

the resultsof the keyword search. When this process�nishes, the Navigation Manageropens

a dialog window to display the search results and to allow the user to chooseamong them

(seeFigure 6). If the user clicks upon a selectedentit y, the Navigation Manager invokes

the GIS client of the VO-Sites module in order to produce a view of the selectedresource

displayed in the Expanded-Siteview (seeFigure 2).
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Figure 7: History manager.

The \History" button invokes the History window, which provides accessto history

data maintained by the History Engine (seeFigure 7). The History window supports the

direct selectionand display of a stored view or the removal of entries from the history logs.

Similarly, the \Bo okmarks" button invokesa small window that allows the user to store the

active state of Ovid, in order to easily accessit in the future.

4.2 Hyp erlinks

Ovid's navigation functionalit y is supported further by the use of implicit hyperlinks. A

hyperlink in Ovid is represented as a clickable object-geometry incorporated in someview

and associated with a hyperlink resolver. The resolver is a speci�c piece of code, which

is part of the view's Delegate module and is activated by a click on its object-geometry.

Upon activation, a hyperlink resolver makes a call to the corresponding Model, passingas

argument the active Context. The Model replies accordingly by instructing its Delegateto

update Ovid's view in reply to the user's hyperlink selection.

Ovid supports also the navigation betweenviews associated with di�eren t Models. This

mechanism operatesas follows: when the user right-clicks an object contained in a Model's

view, heis presented with a list containing all the plug-ins associated with that resource.The

user can then selecta plug-in and the action he wishesto executeon the selectedresource.

Then, control passesto the selectedplug-in, which producesa new view and updates the

Context object. An exampleof this kind of hyperlinking can be displayed when clicking on

a site in the VO-Topology view in order to open the corresponding Expanded-Siteview.
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Figure 8: Ovid's Plug-in interface.

5 Plug-ins

One of the principal advantagesof Ovid asa tool for reviewing Grid-related information, lies

on it being a user-friendly, extensible framework that can retrieve and display information

from a variety of Grid information sources,without having to \hard-wire" the code that

handles information retrieval and visualization into the browser's implementation. The

concept of plug-ins is central for the achievement of this trait. Ovid plug-ins are small,

pluggable, MVC-based applications. Ovid's plug-in support enablesits seamlessinterop-

erabilit y with third-part y software clients that retrieve and display information from Grid

monitoring systemsor Grid services.

The registration and management of plug-ins is handled by the Plug-in Manager (Fig-

ure 3). End-userscaninteract with this managerthrough a small GUI component (Figure 8).

This GUI, displays a dialog window providing accessto all operations that can be executed

on the plug-ins. If the user selectsthe \install" operation, he is presented with a list of

available plug-ins. After selecting a plug-in for installation, the Plug-in Manager updates

the con�guration information it maintains and proceedsautomatically with the registration

of Grid resourcetypes supported by the plug-in. To this end, it queries the plug-in to

retrieve this information. The GUI displays also a list with all plug-ins already installed in

the browser. The user can choosea plug-in from the list, in order to update it or remove it.

Ovid plug-ins are expected to implement a genericJava interface named \Connection-

Class," which contains: (i) A method called \getMenu()" which returns a menu item with

subitems if available, containing all the operations supported by the plug-in; (ii) A listener
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Figure 9: Using the JIMS plug-in.

method on that menu item, which listens for possibleuser selectionson the plug-in's pro-

vided functions, in order to produce certain behaviors by sending change messagesto the

plug-in's Model, when the user makes a selection. By executing queries to the \Connec-

tionClass" objects of all installed plug-ins, the browser can get at any moment accessto all

available plug-in functions. In the current implementation of Ovid we have implemented

a plug-in for the JIMS monitoring system, which runs on the CrossGrid testbed [2] (see

Figure 9). Furthermore, the VO-Sites and the VO-Topology modules are implemented as

plug-ins, which are however integrated by default in Ovid and support its generic neviga-

tional functionalit y.

The Grid topology plug-in discovers the network topology of the existing Grid system

(Figure 4). To this end it conducts pair-wise traceroutes betweenall sites of a given VO.

After the resolving the topology, the plug-in builds an internal data structure for storing

the processedtraceroute information, and then it passesit to its visualizer part in order to

visualize it.

6 Conclusions

Navigation within and visualization of large information spacesis a key challengein modern,

open, large-scale,distributed systems. This challenge has been addressedwith successin

the caseof the World-Wide Web, due to the wide acceptanceof Web browsersas universal

systemsfor navigating the Web and for viewing Web information. This challengearisesalso

in the context of the Grid. The dynamic nature, the heterogeneity, the scale,and the open
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architecture of the Grid, make the useof modeling abstractions for Grid infrastructures an

essential condition for harnessingtheir power. Such abstractions must hide the numerous

details involved in Grid infrastructures, while maintaining and providing end-usersand

administrators with high-level \views" of important aspects of Grids, such as the capacity

of resourcesavailable in a Virtual Organization, the measuredperformanceof Grid nodes

and VOs, the averagenetwork distanceand bandwidth betweentwo nodes,and the network

topology linking the nodesof a VO.

To addressthesechallenges,we have designedand developed Ovid, a tool for modeling

Grid infrastructures visually, and for navigating through thesevisual representations using

the familiar interaction paradigm of Web browsers. Ovid has an open and 
exible archi-

tecture that enablesthe easy integration of di�eren t visualization models and algorithms.

Furthermore, it supports the easy installation and invocation of plug-ins, enhancing the

visualization of properties derived from a variety of monitoring systemsand Grid services.

Currently, we are extending Ovid by developing plug-ins for di�eren t monitoring systems

and generic Web services. Furthermore, we are investigating the development of better

algorithms for visualizing large-scaleGrid infrastructures with hundreds of Sites and thou-

sandsof nodes. Finally, we are investigating approaches for generalizing the management

of Ovid's implicit hyperlinks, based on approaches like the onesdescribed in the Dexter

hypermedia model [7].
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